THE POWERS AND PITFALLS OF PAYMENT FOR PERFORMANCE

ALAN MAYNARD*

Department of Health Sciences, University of York, UK

1. INTRODUCTION

Throughout the world, healthcare policy makers confront common problems: expenditure inflation, inefficiency and inequity in access to care. The development of health economics during the last 20 years has produced a consensus (outside the USA) about the merits of ‘single-payer’ systems and the need to evaluate the cost-effectiveness of competing medical technologies. These are necessary but not sufficient conditions for expenditure control and efficient rationing (Williams, 1972; Reinhardt, 1982; Hsiao, 2011; Maynard, 1997; Culyer and Rawlins, 2004).

Recent reforms have had a modest effect on the efficiency of resource allocation in health care. Exacerbated by the global economic downturn, the desire for more radical improvements in efficiency has led to increased interest amongst policy makers in a vigorous payment-for-performance (P4P) culture based principally on the belief that financial incentives are efficient ways of mitigating variations in clinical practice and ensuring the delivery of conservative, cost-effective interventions.

The failure of public and private healthcare markets to deliver patient care efficiently, equitably and within budgets has a long history. This is reviewed in the next section and followed by a discussion of case studies of P4P, primarily in the context of healthcare provision. A selective use of this literature is used to draw out a list of central research questions to be addressed by the rapidly evolving P4P initiatives.

2. WHAT ARE THE PROBLEMS THAT PAYMENT FOR PERFORMANCE NEEDS TO ADDRESS?

Payment-for-performance programmes, such as many recent reforms in European and North American healthcare systems, aim to improve efficiency in health care. In particular, they focus on reducing variations in health care, improving processes in relation to safety and quality and increasing productivity of systems. A few of the programmes aim directly to reward healthcare outcomes. These problems are products of supplier-induced demand created by clinical autonomy and uncertainty about ‘what works’ in health care.

Despite the rapid growth in the healthcare industry and the evaluation of procedures used to diagnose and treat patients, the majority of healthcare interventions still lack an evidence base, and consequently, substantial variations in health care remain.

Figure 1 is taken from estimates about the current evidence base for all medical treatments (BMJ Evidence, 2011). It shows that less than 35% of procedures can be evidenced as beneficial or likely to be beneficial with randomised controlled trial results and systematic reviews of this work. A significant element of care has side effects, that is, may mitigate one condition and create another. Over 50% of interventions are used despite a lack of robust evidence. Investigation of these procedures is inhibited by ethical concerns (e.g. can you randomise common procedures that are believed to work?) and by the un-evidenced conservatism of medicine (we used it for years and we know it works!).

*Correspondence to: Department of Health Sciences, University of York, UK. E-mail: Alan.maynard@york.ac.uk

Copyright © 2011 John Wiley & Sons, Ltd.
If an analysis of effectiveness is focused on the proportion of medical activity that is evidence based, the picture may be more optimistic. Work from the 1990s indicates that perhaps 50% to 80% of inpatient medical care is evidence based (Ellis et al., 1995). However, there have been little replication of this approach. A significant gap appears to exist between clinical practice and the use of what is likely to improve patients’ health. This uncertainty about the effectiveness, let alone the cost-effectiveness of most procedures delivered everyday in healthcare systems worldwide, is one cause of the variations in clinical practice observed internationally.

Like so much in health care, this literature is many decades old, remains robustly resistant to policy reforms and fails to use insights from economics.

A curious aspect of the debate about clinical practice variations is its isolation from mainstream economics. The economics literature has shown large variations in the productivity of, for instance, the US manufacturing with firms in the best deciles producing twice as much per unit of input as firms in the worst decile. Furthermore, this literature has sought to understand better the causes of these productivity variations, for example, the role of the variable quality of management (Syverson, 2011).

The medical literature on clinical practice variations dates back nearly 75 years. Glover (1938) analysed variations in tonsillectomy rates in England, finding that the large geographical variations defied ‘any explanation, save that of variations of medical opinion on the indications for the operations’. He quoted the UK Medical Research Council’s conclusions that ‘there is a tendency for the operation to be performed as a routine prophylactic ritual for no particular reason and with no particular result’. Tonsillectomy is a risky procedure, and Glover reported mortality with 424 schoolchildren dying following surgery in 1931–1935. Despite such risks, tonsillectomy was three times more prevalent amongst ‘well to do classes’, perhaps indicative of its capacity to generate personal income through fee for service payments in the days before the National Health Service (NHS).

The issue of variations in the rates of surgery for tonsils and adenoids in the UK was further analysed by Bloor and his colleagues (1977) in the 1970s. They observed practice choices amongst high and low rate surgeons in two regions of Scotland. They found that low rate surgeons chose watchful waiting more often and tended to base their decisions on clinical history rather than immediate physical examination, the practice of high rate surgeons. They concluded that Glover’s conclusion were correct and that practice variation ‘can be attributed to differences amongst specialists in their assessment practices: local difference in nature of specialist practice “create” local difference in surgical incidence’; that is, a primary cause of clinical variation was the differences in medical opinion and not the differences in morbidity.

Wennberg and his Dartmouth Medical School colleagues have researched these issues further over the last 40 years (Wennberg and Gittelsohn, 1973). Initial studies comparing processes and outcomes in New Haven and Boston showed that the latter spent more, offered more processes of care but did not have better mortality...
outcomes. He found that, in the 1980s, the risk from hysterectomy and bypass surgery was nearly twice higher in New Haven than in Boston, whereas the risks from carotid artery surgery and hip replacement operations were greater for Bostonians. It seemed that Boston surgeons had greater faith in, for instance, carotid artery surgery, whereas their New Haven equivalents preferred aspirin. On the other hand, Boston surgeons preferred medical management of coronary heart disease and the menopause, and their New Haven colleagues preferred surgical management. This work was initially published in the Lancet (Wennberg et al., 1987) and subsequently in the New England Journal of Medicine (Wennberg et al., 1989). The Glover–Bloor–Wennberg links are summarised in Wennberg (2008).

Wennberg’s work is summarised in a recent book (Wennberg, 2010) and has been taken forward by colleagues such as Fisher in an extensive literature and an ‘atlas’ of the US Medicare variations (Fisher et al., 2003a, 2003b).

Fisher (2003) has boldly estimated that if conservative, safe practices were adopted, there could be potential savings of 30% of the Medicare budget. Wennberg (2010) asserts that the saving level from reduced variations may be as high as 40% of Medicare expenditure. Similar variations and the potential of savings have been identified in the UK NHS and other country’s budgets (e.g. Appleby et al., 2011; Atlas, 2011). However, the translation of this potential into improved efficiency remains elusive.

The long history of the analysis of variations and the failure to expedite change is epitomised by the issues of patient safety and practice registers. Semmelweis collected data about maternal mortality in a Vienna clinic in the late 1840s and showed that rates were high, particularly in the clinic run by himself and his juniors (Stewardson and Pittet, 2011). Despite the ridicule of his peers, as there was no knowledge of germs, he introduced hand washing, and the mortality rates declined sharply. In 2000, the US Institute of Medicine published a report, which reiterated, inter alia, the need for hand hygiene and gave birth to the current increases in patient safety investments (Kohn et al., 2000).

Internal disputes in the Manchester Royal Infirmary in the late 18th century led Thomas Percival to publish his ‘Code of Medical Ethics’ (1803), which not only laid down how patients, rich and poor, should be treated but also advocated the establishment of case registers to make performance and accountability more transparent. National case registers in England remain sparse, with those for cardiothoracic surgery, bariatric surgery and hip and knee prostheses being tardy examples of good practice. The reluctance of physicians to measure and manage clinical practice with comprehensive case records and audit insulates all healthcare systems from pressures to improve transparency and accountability.

The current focus on outcome measurement also has a long history. The 1845 Lunacy Act required all facilities in the UK to report outcome data in terms of whether patients were ‘dead, recovered, relieved or unrelieved’. Hospitals, which failed to report these data, faced a fine of £2 (Lunacy Act, 1845). Florence Nightingale (1863), a nursing pioneer, advocated a similar list of outcomes to demonstrate value for money.

The current use of comparative mortality data in the NHS is a product of scandals about poor outcomes, for example, paediatric cardiac surgery (Bristol Royal Infirmary Inquiry, 2001). Since 2009, there has been investment in patient-reported outcome measurement (PROMs). This applies patient self-reported quality-of-life measurements, using EQ5D (www.euroqol.org) and disease-specific measures (Department of Health, 2009) before and after treatment. As with mortality data, the initial PROMs results show significant variations in both treatment thresholds and success in improving physical and psychological well-being.

Boston surgeon Ernest Codman focused on outcome measurement and management 100 years ago. He was excluded from practising in the Massachusetts General Hospital in 1915 for advocating the measurement of ‘end points’ in surgery. He set up his own hospital and, with colleagues, followed-up patients systematically after surgery. He was not financially successful but helped found the American College of Surgeons and the Hospital Standardisation Program (now the Joint Commission on the Accreditation of Healthcare).

Thus, the current policy foci of reducing variations, improving safety and quality and measuring outcomes are reiterations of age-old issues that have gripped policy makers and clinicians over centuries. The primary lessons to be learnt are that there is nothing new in the policy agenda and that successive generations of
decisions makers have tended to ignore radical reformers to maintain the status quo and the income and power of both purchasers (insurers and public agencies) and public and private providers.

The economic downturn means that healthcare budgets are under pressure internationally. The Obama reforms are likely to be inflationary as coverage increases and with its utilisation: this is exemplified, for instance, by the effects of Medicaid extension in Oregon (Baicker and Finkelstein, 2011). Given the US fiscal situation, it is imperative to control costs and improve productivity. In the UK, austerity has produced plans for stationary funding of the NHS for the next 4 years as demand continues to grow because of technological change and demographics. The government’s belief is that this increased demand can be met by annual increases in productivity of over 4%.

One consequence of the pressures for higher productivity in health care is that P4P is dominating the policy agenda, even though its definition is poor and the evidence base is incomplete. The need for radical reform to improve healthcare productivity is urgent. As ever, the risk is that poorly designed, implemented and evaluated changes will worsen cost inflation and inefficiency as evidence-based policy making remains elusive. Is the health policy world clutching at straws or can P4P policies be fine tuned to increase productivity cost-effectiveness?

3. CASE STUDIES OF PAYMENT-FOR-PERFORMANCE SCHEMES AND THEIR EFFECTS

In an effort to improve transparency and performance in primary care, the UK government introduced the Quality and Outcomes Framework (QOF). This established process standards of surveillance for patients with chronic diseases. Performance was measured in terms of successful periodic review and control of conditions such as high blood pressure and diabetes. Performance was rewarded with points for successively high levels of coverage, and each point had a monetary value. The QOF bonuses were paid to each GP practice, thereby incentivising collective behaviour.

The effects of the QOF were to improve mean performance and reduce dispersion (Doran et al., 2006). However, there were some problems with it. It was criticised for adopting some process measures that were not evidence based in terms of improving outcomes (Fleetcroft and Cookson, 2006). The blood pressure target has been shown to have been achieved before the implementation of the QOF; that is, benchmarking was poor, and practitioners were paid for what they were already doing (Seramuga et al., 2011). The policy was implemented with ‘light-touch regulation’. With target measurement allowing ‘exemptions’ when patients failed to respond to call and recall invitations to attend for care clinics. There is evidence that this light-touch regulation facilitates gaming, that is, maximising exemptions to ensure QOF payment (Gravelle et al., 2010).

The US Premier Hospital Quality Incentive Demonstration programme started in October 2003 and covered 267 hospitals providing care for Medicare patients. Targets were set for five conditions: acute myocardial infarction, heart failure, pneumonia, coronary artery bypass surgery and hip and knee replacements. For each condition, a series of process and outcome targets were set, for example, acute myocardial infarction has eight process targets and mortality as measures of success.

Small bonuses of 2% and 1% above normal tariff were paid to the top two deciles in terms of best performance in 2004 and 2005. From 2006, hospitals that performed below a threshold level were penalised. In the first 5 years, bonuses of $48 million were paid. A similar scheme has also been adopted in the UK NHS North West Strategic Health Authority.

Evidence of the effectiveness of the US Premier scheme is not overwhelming as there has been no randomised controlled trial and early published reports lack any control group. Studies with nonequivalent control groups have reported modestly improved quality of care scores in the participating hospitals compared with nonparticipants (Grossbart 2006; Lindenauer et al., 2007) and converging hospital performance, with improvement of only 1.9% in the highest performing hospitals but 16.1% in the lowest, presumably as they strove to avoid potential tariff penalties (Lindenauer et al., 2007). However, the improvements were based
largely on process measures. A study found no evidence of effect on mortality or on costs (Ryan, 2009). A systematic review of all hospital P4P schemes, not just Centers for Medicare & Medicaid Services/Premier, found little formal evaluation and methodological flaws in most of the eight published studies they located (Mehrotra et al., 2009).

A comparison of the performance of these Premier hospitals with 780 matched controls not part of Premier showed that in the first 3 years, Premier hospitals had better results for the five conditions targeted. However, after 2007 and 2008, there was no statistical difference in the performance of the two groups (Werner et al., 2011).

4. PAY FOR PERFORMANCE—RESEARCH QUESTIONS

4.1. Whose performance?

Payment-for-performance incentives can be targeted at consumers, individual providers (doctors, as ‘captains of the team’ (Fuchs, 1974)), organisations (e.g. wards or general practices) or institutions (e.g. hospitals).

Payment-for-performance initiatives aimed at individual patients have had some success (Sindelar, 2008), and ambitious innovations are underway, for example, P4P for drug treatment (Maynard et al., 2011). P4P incentives to reduce obesity have also had some modest success (Cawley and Price, 2011).

However, the focus of this review is the use of P4P to improve the performance of doctors and hospitals. In this context, the pertinent question is what is the relative effectiveness and cost-effectiveness of using incentives at the level of the institution, the clinical team and the individual practitioner?

There is some evidence that the best focus of incentives is the clinical team. For instance, the NHS incentive scheme for general practitioners in primary care was conditional on practice or team performance and improved activity performance.

A counter-argument is that P4P incentive schemes should be focused on the institution rather than the individual physician as that is where the financial risk lies (Trisolini in Cromwell et al., 2011). This is true if institutional budgets are not devolved to clinical teams. If there is budget devolution, teams may respond positively to clinical and financial pressures to improve the efficiency of patient care.

4.2. What performance?

To measure success or failure, performance benchmarking is often used, predominantly with process measures, for example, measuring and controlling blood pressure and the use of aspirin and beta blockers after myocardial infarction. Process measures such as these are complemented by mortality data.

Ideally, the process measures used in P4P should have evidenced effects on patients’ outcomes, that is, their length and quality of life. This is not always the case, for example, a critique of the NHS QOF has showed that some of the process measures used were poorly related to outcomes (Fleetcroft and Cookson, 2006), and as a consequence, the QOF’s evolution is now informed by advice from the National Institute for Health and Clinical Excellence.

An obvious possible development for the QOF would be to incorporate PROMs. This might improve diagnosis if completed before consultations and would facilitate longer-term scrutiny of the course of chronic diseases.

In England, the evolution of the QOF is complemented by manipulation of tariff systems that can be used to incentivise change. The traditional hospital tariff system sets prices equal to the average cost of a procedure as in diagnostic-related group systems and what the English call ‘payment by results’ (PbR) (in fact, payment for activity).

The PbR system is being managed with the aim of inducing changes in practice and appears to have led to the movement of costs towards the average. Complementary initiatives have encouraged alterations in practice, for example, to accelerate the use of day case procedures for gall bladder removal, a higher tariff is paid if 70% of a hospital’s procedures are treated on a day case basis.
As in the US Medicare, the PbR system refuses payment for a group of ‘never events’ such as leaving foreign material in patients after operations as part of a P4P policy called Commissioning for Quality and Innovation. The PbR tariff system is also being reduced by annual uplifts below cost inflation and by a two-part tariff for emergency procedures, which reimburses hospitals at full tariff for the 2008 and 2009 volume of activity but offers only 30% of tariff for activity above that level.

In principle, the bundling of care and payment related to integration of patient pathways across primary and secondary care could be incentivised by P4P. The challenge is whether such bundling can be designed and priced efficiently.

A myriad of performance measures are being used in P4P systems. There is also a variety of payment algorithms in use including ‘all or nothing’ attainment targets and ‘rate of improvement’ target payments, which are sometimes constrained and sometimes continuous (Cromwell in Cromwell et al., 2011). A ‘thousand flowers’ are blooming in the P4P landscape.

4.3. Financial or nonfinancial incentives?

The effects of financial (bonuses and penalties) and nonfinancial incentives (reputation and peer pressure) are difficult to separate.

An important problem with the UK QOF (and the US Premier hospital programme) is whether the behaviour change was a product of the bonuses paid or the comparative performance measurement that affects the reputation of clinicians and institutions. It has been shown that hospital performance reports affect the behaviour of providers (Hibbard et al., 2005). The issue is whether financial and nonfinancial effects are complements or substitutes and how these effects can be separated and quantified.

The potential for poorly designed P4P incentives to erode motivation is considerable. Confucius argued that if a ruler had weapons, food and trust and was in difficulties, he should give up the first two to survive because ‘without trust, we cannot stand’ (Confucius, quoted in O’Neill, 2002).

Adam Smith also emphasised the role of nonpecuniary rewards, in particular, duty:

Those general rules of conduct when they are fixed in our mind of habitual reflection are of great use in correcting the misrepresentations of self love concerning what is fit and proper to be done in our particular situation. The regard of those rules of conduct, what is properly called a sense of duty, is a principle of greatest consequence in human life, and the only principle by which the bulk of mankind are capable of directing their actions (Smith, 1759).

Those designing P4P incentive systems should ensure that not only can the relative effects of financial and nonfinancial interventions be identified but also that their reforms enhance and do not erode nonpecuniary incentives such as duty, trust and reputation.

4.4. Penalties and/or bonuses

Adam Smith, the original behavioural economist, noted the importance of loss aversion in human decision making:

Pain . . . is in almost all cases a more pungent sensation than the opposite and correspondent pleasure. The one almost always depresses us much more below the ordinary, or what might be called the natural state of our happiness, than the other ever raises us above it (Smith 1759, quoted in Ashraf et al., 2005, pp. 176–177).

This has been formalised and emphasised more recently (Kahneman and Tversky, 1979). Modern research has supported Smith’s and Kahnemann and Tversky’s contentions in a range of markets (Ashraf et al., 2005).
What evidence do we have about the relative effectiveness and cost-effectiveness of penalties and bonuses in P4P schemes?

It is surprising that although penalties are part of the Premier system, there appears to be no analysis of their effects. One reason for the focus on bonuses may be that it is easier to get provider involvement in such schemes as there is no threat to income flows and the possibility of gains (Trisolini in Cromwell et al., 2011).

There is obvious difficulty in separating the effects of penalties from bonuses in a programme such as Premier—if a bonus is assumed, a threat of not achieving it would be perceived as a penalty. However, a crucial policy issue is whether loss aversion is the powerful incentive Smith and modern authors asserted and whether programmes using penalties are more cost effective than those using bonuses.

4.5. The size of incentives

An analysis of the Premier programme concluded that larger incentives produced a greater effect than smaller incentives (Werner et al., 2011). In the US experiments, to date, P4P bonuses have been less than 5% additional to standard tariff. There is advocacy of higher tariffs of 10% (Greenwald in Cromwell et al., 2011). Yet to be determined by evaluation is the range of values of bonuses where diminishing returns become evident.

Evidence from the Premier programme (Werner et al., 2011) showed that larger incentive payments produced greater improvements in performance and that better adherence to process systems and the monitoring of mortality was associated with less competition and good financial conditions.

4.6. Duration of effect

Targeting particular processes and outcomes elicits change. But is that effect permanent and after how long can bonuses be shifted to other aspects of care without any decline in the initially targeted activities? An evidence base is absent to inform change, but hopefully, analysis of pragmatic policy development will illuminate this issue.

The further development of incentives in an age of acute fiscal pressure and at best flat funding of the NHS might have a significant opportunity cost in terms of crowding out nonincentivised items of care. This may make choices as to when to shift incentives across activities even more difficult, with evidence of effect from an age of ‘plenty’ not necessarily being relevant for a period of ‘want’.

4.7. Effectiveness and cost-effectiveness

The design and implementation costs of P4P schemes are considerable. Agreeing and benchmarking the process and outcome measures together with the transaction costs for individuals and organisations and the cost of bonuses make these innovations expensive. These costs should be used to determine the relative cost-effectiveness of competing P4P programmes.

Evidence from the Premier programme indicates that competitive forces of emulation, presumably associated with retention of market share and reputation, acted as a catalyst for system change. This innovative P4P programme is relatively strong on the measurement of effectiveness but offers few cost estimates and no cost-effectiveness analysis. In addition to the costs of bonuses, there is the nice issue of the costs of management of the programme in terms of improvements in information systems and ensuring clinical teams are trained and motivated to pursue the targets. The same issues need to be measured and evaluated in relation to the effects of P4P programmes such as the QOF, Commissioning for Quality and Innovation and PbR tariff systems: what is the relative cost-effectiveness of these programmes?

A pertinent issue when exploring cost-effectiveness is that of other opportunity costs: what health and process gains, if any are given up in the nonincentivised areas of hospital activity? An evaluation of the NHS GP QOF concluded that these costs were negligible (Doran et al., 2011). However, this result may be explained by the generosity of the funding of the QOF in a period of rapid NHS expenditure growth. This enabled practices to hire more staff, in particular, nurses. In an age of austerity, with a hard budget constraint, displacement effects may be more significant.
5. CONCLUSIONS: UNDERMINING INCENTIVE-INDUCED INERTIA

The curious nature of research into P4P, even when led by economists, is the focus on the measurement of whether or not it induces change—essentially, a measure of effectiveness. This replicates the myopia of medical research, which was repudiated by economists and pioneers such as Cochrane 40 years ago (Cochrane, 1972; Williams, 1972; Maynard and Chalmers, 1997). The medical myopia was epitomised by the ‘evidence-based medicine’ movement (Sackett and Rosenberg 1995; Maynard, 1997), which focused on encouraging practitioners to deliver those interventions that were demonstrably effective in improving patient health.

Although the measurement of effectiveness in medical care is essential, it is like a cart without a horse if it is not matched up with cost data, which demonstrates how much care is given up when a procedure is adopted. The problem now is that the literature on P4P, with its focus on effectiveness alone, does not inform policy choices in terms of the relative cost-effectiveness of competing interventions that may improve efficiency. Economists appear to have contracted a once prevalent and still common medical myopia!

Inefficiency inherent in all healthcare systems is a product of existing incentives that preserve provider incomes and give decision makers few rewards and high costs from addressing the deficiencies exhibited by providers for many decades. Inertia in reform preserves the status quo and creates expenditure pressure in public and private healthcare systems.

Payment-for-performance incentives, defined broadly, are increasingly being used to enhance competitive pressures and induce decision makers to improve their performance or lose reputation or financial rewards. It is essential that these efforts continue. Equally, it is essential that these efforts are well designed and executed so that they evidence not only the effectiveness but also the cost-effectiveness of these investments. The pursuit of this knowledge will gradually illuminate the relative efficiency of bonuses and penalties, reputational and financial incentives and other issues explored in this essay.

As further research illuminates the costs and benefits of P4P, it is important to note Mao Tse-Tung’s advice:

*Knowledge is a matter of science, and no dishonesty or conceit, whatsoever is permissible. What is definitely required is the reverse: honesty and modesty.* (Mao Tse-Tung, 1966, p. 310)

Until the unanswered questions outlined here are addressed, investors in P4P should proceed with caution, honesty and modesty, investing in robust evaluation that identifies both the costs and benefits of change.

ACKNOWLEDGEMENTS

My thanks for the comments from my editorial colleagues and, particularly, to Dr Karen Bloor for her analytical and organisational insights, which I have exploited ruthlessly!

REFERENCES


The pitfalls of pay-for-performance. Pay-for-performance (PFP) is often seen as a virtually guaranteed means of achieving employee alignment and motivation and hence superior business performance. But, as Wim. Van der Stede points out, PFP has its own potential pitfalls unless handled with care. by Wim Van Der Stede. PFP is an incentive scheme in which employees receive extra, performance-dependent compensation for their work if they reach certain performance targets. Performance is poor. The incentive payments are not entitlements and they are not annuities: they are one-time payments based on performance. Employees appreciate the extra cash, when they meet their performance goals.